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Abstract. Embedded systems consist of interacting components that are required to deliver a
speci�c functionality under constraints on execution rates and relative timing of the components.
In this paper we study the problem of computing bounds on the execution rates of the various
components of an embedded system that is modeled by concurrent processes interacting through
synchronization. We use an algebraic model in (max;+) algebra to capture the timing seman-
tics of the process level synchronization and show the relation between eigenvalues of the process
adjacency matrix and average process execution rates. An e�cient algorithm is presented for com-
puting process execution rates and using them to compute execution rates for operations within
processes. Our algorithms for rate analysis can handle pipelined processes that can be re-invoked
before a previous instance has terminated. We present an interactive framework for debugging rate
constraint violations using our rate analysis algorithms. The proposed algorithms are implemented
in a tool, Ratan. We illustrate by examples how Ratan can be used in embedded system design.

1 Introduction

With the design of increasingly faster circuits, it is becoming extremely important to take timing

constraints into consideration at higher levels in the design ow. The goal of synthesis (see Figure

1) is to map the behavioral description of a system to hardware and software so that all the re-

source and timing constraints are satis�ed. We are interested in synthesis techniques for embedded

systems that consist of interacting hardware and software components. In the synthesis of such

digital systems from high level descriptions, such as hardware description languages (HDLs), it is

customary to generate an intermediate graphical model of the system on which various optimiza-

tions are carried out. Embedded reactive systems typically consist of several processes that are

active concurrently, with synchronization between the processes occurring according to a statically

de�ned dependency relation between the processes. These dependencies between the processes are
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captured in a process graph that is described in detail in the next section. In this paper we study the

problem of generating bounds on the execution rates of the processes in a process graph represen-

tation of an embedded system. We also develop algorithms for checking a set of rate constraints for

consistency and describe a framework for interactively altering the constituent processes to satisfy

all the rate constraints. The rate information generated by our algorithm can be used to annotate

the process graph that is passed to the subsequent synthesis steps.

Algebraic  ModelGraphical Model

Hardware + Software
    implementation

High  Level Description

Critical cycles
Execution rates

Figure 1: Interaction between rate analysis and synthesis in the design of an embedded system.

The problem of determining execution rates has been studied in several di�erent contexts.

Gupta and De Micheli [6] have examined the problem of rate analysis in embedded systems, but

they consider very limited interaction/synchronization between the component processes. Further,

their algorithms require the processes to be implemented only in a non-pipelined manner. Rate

analysis has also been studied for asynchronous, concurrent systems modeled using timed Petri

nets [2] , [9], [11]. However, their analysis is based on restrictive assumptions, such as the vector

of start times for the processes is a specially chosen vector. This assumption is not valid if an

embedded system software is implemented as a set of co-routines where each co-routine consists

of an initial process that is executed only once and a repeating body. Hulgaard et al. [7] have

addressed the problem of �nding tight bounds on the time interval between events in a process

graph using implicit unfolding of the process graph. These bounds can be converted to bounds on

the execution rates of processes by inversion. However, the process graphs that can be analyzed

using their techniques need to be strongly connected or satisfy other restrictive conditions. Further,

the proposed algorithms can be computationally expensive in the worst case.

Bacelli et al. [1] have used algebraic techniques for the analysis of event graphs arising from

discrete event dynamic systems (DEDS). They have shown that several results from traditional

theory of linear systems can be extended to the analysis of DEDSs. The key to this is the fact that

the timing semantics of DEDS can be expressed as linear equations using a new algebra that replaces
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multiplication by addition and addition by the max operation. We use some of these insights into

the use of (max;+) algebra for the analysis of event graphs, along with graph theoretic techniques

to develop e�cient algorithms for rate analysis of process graphs. The main contributions of this

paper are:

� A two-level system model that consists of process and sequencing graphs to capture the

system speci�cation and constraints on its timing performance. The two-level model is useful

in developing e�cient algorithms for rate analysis.

� The use of a process graph model to capture the synchronization and communication between

the component processes in an embedded system. We introduce the concept of an enable

signal to model non-blocking synchronization between processes and show that it can also be

used to capture blocking synchronization. This abstraction allows us to model systems with

pipelined processes.

� We introduce the notion of average execution rate of a process, de�ned as the asymptotic mean

of the sequence of time intervals between successive invocations of the process. We show that

the average execution rate is well de�ned for all processes in a �nite process graph, irrespective

of the initial start times of the processes. This extends the result in [11], and allows us to

analyze embedded systems with no restriction on the initial start times of processes. We

present e�cient algorithms for computing bounds on the average execution rates of processes

in a process graph.

� We develop a framework for using the bounds on process execution rates to interactively

modify the design of an embedded system to satisfy all the rate constraints. Our rate analysis

framework is implemented in a tool, Ratan. We demonstrate the utility of Ratan using an

example.

The organization of the rest of this paper is as follows: Section 2 describes the process graph

model for embedded systems and discusses the timing semantics and synchronization mechanism of

the model. Section 3 introduces the concept of average execution rate of a process and shows that it

is well de�ned for systems consisting of many interacting processes. Section 4 discusses algorithms

for computing bounds on the average execution rates of processes in a process graph. Section 5

discusses our framework for using rate analysis to ensure the satisfaction of rate constraints. We

conclude with a brief summary and our future plans in Section 6.

2 The Process Graph Model

We model the synchronization and communication between the component processes of an embed-

ded system using a process graph, GP (VP ; EP ). Each vertex pi in VP represents a process. A process
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represents an independent thread of control. We assume that all the processes are concurrently

active. The processes interact by issuing enable signals to enable the execution of other processes.

An enable signal from process pi to process pj is represented by a directed edge (pi; pj) 2 EP .

Each edge (pi; pj) has a delay dP (pi; pj) associated with it. Initially, all the processes are started

independently at times speci�ed by an initial vector of start times. Subsequently, the following

rules govern the initiation of new instances of a process:

� If there is an edge (pi; pj), then process pi issues an enable signal for the process pj , dP (pi; pj)

time units after it starts executing.

� A new instance of process pj starts executing after all the processes that are its predecessors

in the process graph have issued enable signals for pj .

Notice that a new instance of a process starts executing only when an enable signal is issued

for it by all of its predecessors in the process graph. Consequently, our process graph model cannot

capture systems where some processes start executing when they receive any one enable signal. An

edge from process pi to process pj in the process graph does not imply that a new execution of

pj starts only after pi has completed, since the delay on the edge (pi; pj) could be less than the

execution time of pi. Therefore, a new instance of a process may start executing before its previous

instance has terminated. Thus, the process graph model allows us to model multiple parallel and

pipelined execution instances of a process. A vertex in the process graph may have a self-loop that

speci�es dependencies between successive executions of the process. If the delay associated with

the self-loop is less than the execution time of the process, then the process execution is pipelined.

If the delay is larger than the execution time of the process then a new execution of the process

cannot begin until the previous execution has terminated. Consequently, the process cannot be

pipelined.

s

f

Figure 2: Hierarchical sequencing graph. The shaded vertices are link vertices.
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The process graph constitutes the �rst part of the two-level system model. At the second level,

each process pi in the process graph is modeled as a sequencing graph [3], Gi(Vi; Ei). A sequencing

graph captures both data and control dependencies in a hierarchical directed acyclic graph. There

are two types of vertices in the graph: operation vertices and link vertices. Operation vertices

represent computations and link vertices are pointers to other sequencing graphs at the next level

in the hierarchy that capture conditional branches and loops. A generic element in the hierarchy

is called a sequencing graph entity. Each sequencing graph entity has a start vertex, s, and a �nish

vertex, f . Figure 2 shows a sequencing graph. We are also given estimates of the execution time

of the operations in the sequencing graphs for all the processes. These estimates are crude because

execution times may be value dependent and they may also be sensitive to the context in which

they are executed. Uncertainty in the operation execution times also arises because the sequencing

graph has not been scheduled and operations have not been bound to particular hardware resources.

The presence of conditional branches and potentially unbounded delay loop operations make the

problem of computing the execution time of link vertices hard. We will discuss our strategy of

computing delay estimates in the presence of link vertices in more detail in Section 4.

2.1 Synchronization Mechanism

The basic primitive for synchronization in our model is an enable signal from a process to another.

A process starts executing once it has received an enable signal from all its predecessors in the

process graph. An enabling signal can be of one of the following two di�erent types based on the

manner in which it is generated:

1. Operation-based Enable Signal: Such an enable signal is issued by a process when it

executes a particular operation in its sequencing graph. A vertex in the sequencing graph

whose execution results in the generation of an enable signal is called an enabling vertex. The

delay between the start of the execution of a process and the generation of an operation-

based enable signal can vary for di�erent executions of the process because it may be value

dependent.

2. Time-based Enable Signal: Such an enable signal is generated after a �xed time following

the start of the execution of a process. It is not associated with the execution of a particular

operation in the process. Such enable signals are useful in modeling a pipelined process for

which a new execution starts after a �xed delay.

One enabling vertex may generate several (operation-based) enable signals. However, all these

signals should be for di�erent processes. One invocation of a process can generate at most one

enable signal for a particular process. Thus, enable vertices cannot occur inside a loop in a process.

The delay from the start of execution of a process pi to the execution of the enabling vertex for the

enable signal for process pj is the delay of the edge (pi; pj) (dP (pi; pj)) in the process graph. The
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generation of enable signals is \source non-blocking" in the sense that the process generating an

enable signal continues its execution after generating the enable signal.

Note that we assume that for each invocation of a process pi enable signals are issued to all

its successors in the process graph. This implies that all the enabling vertices in pi are executed

for each invocation of pi. Thus, the enabling vertices cannot be located in conditionally executed

portions of the processes. At �rst glance, this appears to be a severe restriction on the expressive

power of our process graph model. However, any deadlock free, strongly connected process graph

that uses our synchronization semantics must have this property. The possibility of deadlock in

the presence of conditional enable signals is illustrated in the following example.

T F

p1 p2

Figure 3: A strongly connected process graph with a conditional enabling vertex.

Example 2.1. Consider the process graph in Fig. 3. Process p1 issues an enable signal for

process p2 from an enabling vertex in the FALSE branch of a conditional branch and process p2
issues an unconditional enable signal for process p1. If the computation ever takes the TRUE

branch in process p1, no enable signal is issued for p2. Thus, p2 is not invoked and consequently

p1 is not invoked, leading to a deadlock. The same scenario can occur in any strongly connected

process graph that has enable vertices in conditional branches. 2

It is possible to have conditional enable signals without causing deadlock if they span across

two di�erent strongly connected components in the process graph. Our rate analysis algorithms

assume that there are no conditional enable signals.

The synchronization mechanism provided by the enabling signals is non-blocking at the op-

eration level. However, in general, sequencing graphs model operations that are blocking using

message-passing primitives. Blocking synchronization between message-passing operations in the

sequencing graphs corresponding to di�erent processes can be captured, for the purpose of rate

analysis, by introducing a �ctitious process to enforce the synchronization between the operations

and exploiting the fact that at the process level we have blocking synchronization. The following

example illustrates this method.
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Example 2.2. Consider the situation depicted in Fig. 4 (a). We want to capture blocking

synchronization between operation a in process pi and operation b in process pj for the purpose

of rate analysis. The successors of a and b constitute the successor cones of a and b respectively.

The enable vertices for processes p5, p6 and p7 are outside the successor cones and are hence

not a�ected by the synchronization between a and b. On the other hand, the enable vertices for

process p4 and p8 are in the successor cones. In order to compute process execution rates in the

presence of such operation level synchronization, we need to introduce a new path between the

process pi and pj and any successors of these processes (in the process graph) that are enabled

by vertices in the successor cones of the operations that synchronize. These paths must capture

the fact that the successors of a and b execute only when both a and b have executed. We

capture this by introducing a �ctitious synchronizing process, ps, consisting of just one vertex

that generates enable signals for the successors of pi and pj enabled by vertices in the successor

cones of a and b (see Fig. 4 (c)). There are arcs from pi and pj to ps with dP (pi; ps) = L(si; a)

and dP (pj ; ps) = L(sj ; b). Here L(y; z) is the delay of the longest path from vertex y to vertex

z in a sequencing graph. Also, there are edges from ps to p4 and p8 with delays equal to L(a; x)

and L(b; y) respectively. The above transformation exploits the fact that the synchronization

of the enable signals that start a particular process is blocking in nature (since an early enable

signal waits for all the other enable signals to arrive). 2

3 Average Execution Rate

In this section we introduce the notion of average execution rate of a process and show that is well

de�ned for �nite process graphs. In the process, we explore the relation between the eigenvalues of

the process graph adjacency matrix and the average execution rates of processes.

The rate of execution of a process is de�ned as the number of executions of the process per unit

time. Let

xi(k) = time at which process pi starts executing for the (k + 1)th time. (1)

Since the time between successive executions of a process is not constant, we de�ne the average

execution rate of a process pi to be 
lim
n!1

Pn�1
k=0 xi(k + 1)� xi(k)

n

!�1
=

�
lim
n!1

xi(n)� xi(0)

n

��1
; (2)

if the above limit exists. We show in Section 3.1 that for a �nite process graph with �nite edge

delays, the above limit exists and can be e�ciently computed. Thus, in this paper we focus

on asymptotic rates of execution rather than instantaneous rates of execution of processes. The

following example illustrates our de�nition of average rate of execution.

Example 3.1. Consider the process graph shown in Fig. 5. Assuming that the processes
start executing at time 0, the sequence of initiation times of the processes are:

Process p1 : 0, 2, 3, 5, 6, 8 � � �
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Figure 4: Modeling the e�ect of operation-level blocking synchronization in the process graph. (a)
The sequencing graphs of two processes pi and pj containing the operations a and b that synchronize.
The successor cones of a and b are shown. (b) A portion of the process graph showing the neighbors
of pi and pj . (c) The modi�ed process graph to capture synchronization between a and b. The
�ctitious process introduced is shown as the shaded vertex.
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Figure 5: A process graph with two processes.
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Process p2 : 0, 1, 3, 4, 6, 7 � � �

Thus, the sequence of inter-execution time for both the processes are:

Process p1 : 2, 1, 2, 1 � � �

Process p2 : 1, 2, 1, 2 � � �

and the mean inter-execution time is 3=2. Thus, using the de�nition of average rate of execution

given above, the execution rates of both the processes in this example are 2=3. Notice that the

limit in our de�nition of the average rate of execution exists in this case because both the

sequences of inter-execution times are periodic (with period 2). 2

Now we state the rate analysis problem for process graphs.

Rate Analysis Problem: Given a description of an embedded system as a process

graph and the associated sequencing graphs, �nd upper and lower bounds on the average

execution rate of each process in the process graph.

So, the rate analysis �nds an interval [rl(pi); ru(pi)] for each process pi such that the average

rate of execution of the process is guaranteed to lie in this interval. Rate analysis involves solving

the following two sub-problems:

1. Delay Analysis: Compute bounds on the execution times of operations in the sequencing

graphs, and use these estimates to �nd bounds on the delays of the edges in the process graph.

2. Rate Analysis in Process Graph: Given a process graph with bounds on the delays of

the edges, �nd bounds on the average execution rate of all the processes.

Section 4 discusses our algorithms for solving both of the above problems.

3.1 Existence of Average Execution Rate

We will now prove that our asymptotic de�nition of average execution rate is well de�ned. We

�rst examine the case when the process graph is strongly connected (i.e. there is a path from each

process pi to all other processes in the graph). The case when the process graph has several strongly

connected components is examined in Section 4.2. We assume that we are given a process graph,

GP (VP ; EP ), along with a mapping dP : EP ! < that gives the delays on the edges of the process

graph. Consider the adjacency matrix, A, of the process graph de�ned as follows:

Aji =

(
dP (pi; pj) if (pi; pj) 2 EP

� otherwise
(3)

Here � is the identity for max (i.e �1). A is said to be the process adjacency matrix for the process

graph GP . In order to study the relation between process execution rates and the process adjacency
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matrix, we are interested in the events corresponding to the start of execution of a process. The

following equation governs the time of execution of operations in the sequencing graph:

xi(k) = max
pj2Pred(pi)

fxj(k � 1) + Aijg; (4)

where Pred(pi) is the set of all immediate predecessors of vertex pi in the process graph. Since

max is a non-linear operation, the equations relating the start times of the processes are non-

linear. In order to apply insights from linear system theory to the rate analysis problem, we will

express the equations governing the temporal evolution of the system in (max;+) algebra [1]. This

algebra replaces addition by max and multiplication by +. Given the timing semantics implied

by Equation 4, we can represent xi(k) by the following dot product in (max;+) algebra (we will

use 
 to represent dot product of two vectors or the product of a scalar with a vector in (max;+)

algebra):

xi(k) = [Ai1Ai2 � � �Ain]


2
66664
x1(k � 1)
x2(k � 1)

...
xn(k � 1)

3
77775 : (5)

Let x(k) be the vector [x1(k)x2(k) � � �xn(k)] consisting of the start times for the kth execution of

the processes (n = jVP j). The successive vectors of process start times are related by the following

equation in (max;+) algebra:

x(k) = A
 x(k � 1): (6)

Hence,

x(k) = Ak 
 x(0): (7)

The adjacency matrix,A, determines the time-evolution of process start times. An element,Al
ij,

is equal to the length of the longest path from pj to pi that passes through exactly l�1 other vertices

in the process graph.

3.2 Periodicity in Process Invocation and Eigenvalues

Let A be the process adjacency matrix of the process graph. � is said to be the eigenvalue of a

matrix A with eigenvector x if

A
 x = �
 x: (8)

In (max;+) algebra, 
 is replaced by addition, so in (max;+) algebra,

�
 x = �+ x =

2
66664
x1 + �

x2 + �
...

xn + �

3
77775
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Hence, if the initial vector of process start times (x(0)) is an eigenvector of A with eigenvalue �,

then all the processes execute once every � units of time. In this situation, ��1 is the execution

rate of all the processes.

Let us now consider the case when x(0) is not an eigenvector of A. The following theorem

shows that even when x(0) is not an eigenvector the sequence of inter-execution times is periodic

and it characterizes the period of the sequence. It also shows that the average time interval between

successive executions of a process is equal to � for all processes.

Theorem 1. Consider a strongly connected process graph and let xi(k), k � 0 be the sequence of

time instances at which process pi executes. Then there exists some N such that the following are

true:

1. The sequence xi(k)� xi(k� 1), k � N is periodic with period equal to L, where L is equal to

the least common multiple of the lengths of all the critical cycles in the process graph.

2. For any q, Pq+L�1
j=q xi(j + 1)� xi(j)

L
= �;

where � is the unique eigenvalue of the process adjacency matrix.

3. The average inter-execution time is well de�ned and

lim
n!1

Pn�1
k=0 xi(k + 1)� xi(k)

n
= �:

The proof of this theorem is based on characterization of critical paths in the process graph and

is given in the Appendix. The main idea used in the proof is that xi(k) (the time when the (k+1)th

execution of process pi starts) is determined by the delay of the longest path in the process graph

with exactly k edges that ends at process pi, and that this path can be characterized using the

maximum mean delay cycles in the process graph. Algorithms for computing the maximum mean

cycle delay are part of the rate analysis algorithms discussed in the next section.

4 Algorithms for Rate Analysis

Most designs of moderate size consist of several interacting processes whose process graph may

have several strongly connected components. For such a system we �rst address the problem of

computing bounds on the execution times of the processes using the sequencing graph model. Then

we use these bounds to perform rate analysis on the process graph and �nally propagate the process

execution rates down the sequencing graph hierarchy to compute operation execution rates.
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4.1 Delay Analysis in Sequencing Graphs

Each process, pi, in the process graph is modeled as a sequencing graph, Gi(Vi; Ei). Further, a

subset of Vi is identi�ed as the set of enabling vertices that generate enable signals to successors

of pi in the process graph. Since we do not allow an enabling vertex to be in a conditional branch

or a loop, all the enabling vertices are in the top level sequencing graph entity of a process. In

order to compute the delays on the edges of the process graph, we need to �nd an estimate of the

delay from the start vertex s of the sequencing graph to the enabling vertices. Since the sequencing

graph has not been scheduled and operation bindings are not known, precise delay information is

not known. We assume that enough hardware resources are available to exploit all the available

parallelism in the sequencing graph. That is, the designer has explicitly serialized any operations

that cannot be executed in parallel, either due to dependencies or resource limitations. Therefore

the longest path between a pair of operations in the sequencing graph provides an estimate of the

delay between the execution of the operations. Since sequencing graphs are acyclic, the longest

path between any pair of vertices is well de�ned and can be computed in time linear in the size of

the sequencing graph.

We assume that estimates of operation delays are given. The delays of the link vertices (repre-

senting conditional branches and loops) need to be computed by the algorithm for delay analysis.

Since the delays of conditional branches and loops are data dependent they cannot be predicted

by a static analysis of the sequencing graph. Instead, we compute a delay interval, [tl(v); tu(v)],

for each link vertex v in the sequencing graph. The delay of the link vertex is guaranteed to lie in

this interval. The presence of link vertices in paths between si and an enabling vertex results in

an uncertainty in the delay on the corresponding edge in the process graph. This is modeled as an

interval on the edge delay in the process graph.

Our algorithm for delay analysis works upwards in the sequencing graph hierarchy, starting

from the sequencing graph entities at the lowest level that do not have any link vertices. This

ensures that when the algorithm is processing a sequencing graph entity, it has already computed

the delay intervals for all the link vertices in the sequencing graph entity. The problem that needs

to be solved for each sequencing graph entity in this bottom-up phase is the following:

Given a sequencing graph entity, G(V;E), a subset Ve � V of enabling vertices, and

a delay interval [tl(v); tu(v)] for each vertex v 2 V , for each vertex, x 2 Ve [ f , �nd

Ll(s; x) and Lu(s; x).

Where

Ll(a; b) = length of the longest path from vertex a to vertex b

assuming that d(v) = tl(v) for all v 2 V
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and

Lu(a; b) = length of the longest path from vertex a to vertex b

assuming that d(v) = tu(v) for all v 2 V

Clearly, one of the key problems that needs to be solved is that of computing delay estimates

for the link vertices in the sequencing graph.

4.2 Computing Delay Estimates in Sequencing Graphs

In case of sequencing graphs with no link vertices the problem is straightforward. We consider the

link vertices in the sequencing graphs and give algorithms for estimating delays in the presence of

link vertices.

4.2.1 Conditional Branches

We model a conditional branch as shown in Fig. 6. The sequencing graph entity corresponding

to the branch has an entry vertex followed by the condition check vertex. The sequencing graphs

corresponding to the TRUE and FALSE branches are denoted GT and GF respectively. In addition

there is an exit vertex whose execution signals the termination of the branch.

G
T

YT YF

x Entry vertex

T F

G
F

Exit vertex

Condition check

s

f

Figure 6: Modeling a conditional branch.

Consider a branch vertex x and let YT and YF be the initial vertex in GT and GF respectively

(see Fig. 6). Then,

tl(x) = Ll(s; f) = tov +minfLl(YT ; f); Ll(YF ; f)g (9)

and

tu(x) = Lu(s; f) = tov +maxfLu(YT ; f); Lu(YF ; f)g (10)
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where tov is the overhead in the execution of the condition check and the entry and exit vertices.

The presence of an edge from both GT and GF to the exit vertex ensures that all the longest paths

lengths in the formulae above are �nite and hence the time interval for x is �nite.

4.2.2 Loops

The presence of loops in the sequencing graph leads to link vertices whose delay varies depending

upon the number of times the loop body is executed. Thus, time intervals and hence rate intervals

cannot be computed in the presence of potentially unbounded loops. However, not all loops are

unbounded delay operations. Some scenarios in which delay bounds can be computed for loops are:

� The designer speci�es some bound on the delay of a loop.

� Rate and delay constraints speci�ed by the designer yield bounds on the execution time of a

loop.

� Bounds on loop execution time are computed using a data ow analysis on the sequencing

graph. In this case, tl(x) = nl � Ll(s; f) and lu(x) = nu � Lu(s; f), where nl and nu are the

lower and upper bounds respectively on the number of loop iterations.

Our analysis considers bounded delay loops. If there are unbounded delay loops in the sequenc-

ing graph, we focus on computing rates relative to the rates at which the unbounded delay loops are

exited. One possible strategy for doing this is the following:

1. Cut the sequencing graph at the unbounded delay loop vertices.

2. Perform rate analysis separately for each of the resulting components relative to the execution

rates of the loop vertices at the inputs of the component.

For all other cases, in order to compute Ll(s; x) (Lu(s; x)) we set d(v) = tl(v) (d(v) = tu(v))

for each vertex v in the sequencing graph entity. The following equation gives the relation between

Ll(s; x) and Ll(s; y) for all y that are predecessors of x in the sequencing graph entity:

Ll(s; x) = max
y2Pred(x)

fLl(s; y) + tl(x)g: (11)

Similarly,

Lu(s; x) = max
y2Pred(x)

fLu(s; y) + tu(x)g: (12)

Thus, Ll(s; x) and Lu(s; x) can be computed for all the vertices in a sequencing graph entity in

time linear in the size of the graph by topologically sorting the acyclic sequencing graph entity and

then computing Ll(s; x) and Lu(s; x) for the vertices in topological order (thus ensuring that the

predecessors of a vertex have been processed before the vertex).
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Note that the delay intervals for a link vertex x is given by [tl(x) = Ll(s; f); tu(x) = Lu(s; f)]

where s and f are the start and �nish vertices respectively of the sequencing graph entity linked to

x. Thus, delay information propagates upwards in the sequencing graph hierarchy. Delay analysis

can be accomplished in time linear in the size of the sequencing graph. Once we have computed

Ll(s; x) and Lu(s; x) for each enabling vertex x in the sequencing graph corresponding to process

pi, we know the delay interval for all the edges from pi to other processes in the process graph. In

particular, if the enable signal from enabling vertex x goes to process pj , then the lower bound on

dP (pi; pj) is

dlP (pi; pj) = Ll(s; x); (13)

and the upper bound is

duP (pi; pj) = Lu(s; x): (14)

Thus, in the presence of link vertices in the sequencing graphs, we compute with a delay interval,

[dlP (pi; pj); d
u
P(pi; pj)], for each edge (pi; pj) in the process graph.

4.3 Rate Analysis in Process Graphs

In Section 3, we have shown that for a strongly connected process graph with �xed edge delays,

the average execution rate of all the processes is equal to the inverse of the unique eigenvalue of

the process adjacency matrix. In this section, we describe algorithms for rate analysis in process

graphs with multiple strongly connected components (SCCs) in the presence of uncertainty in edge

delays.

In order to compute the eigenvalue of the process adjacency matrix e�ciently, we use a relation

between the eigenvalue and the maximum mean delay cycle in the process graph. We de�ne the

delay of a cycle C in the process graph as

d(C) =
X
e2C

dP (e): (15)

The number of edges in a cycle C is denoted by jCj. The mean delay of a cycle C is given by

d(C)

jCj
: (16)

A cycle is said to be critical if it has the maximummean delay amongst all the cycles in the graph.

We have the following theorem that shows the existence of a unique eigenvalue if the process

graph is strongly connected and shows its relation to the critical cycles in the process graph. Its

proof can be found in [1] (page 113 { 114).

Theorem 2. If A is irreducible, or equivalently GP is strongly connected, there is a unique

eigenvalue (�) of A and it is equal to the maximum mean cycle delay in GP . That is

� = max
C

d(C)

jCj
:
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The following subsections show how the above characterization of the eigenvalue of the process

adjacency matrix in terms of the maximum mean cycle delay of the process graph can be used to

e�ciently compute bounds on the average execution rates of all processes in an embedded system.

4.3.1 Rate Analysis with Uncertain Delays

We assume that we have a process graph, GP , with a delay interval associated with each edge. The

following lemma allows us to compute the rate interval, [rl(pi); ru(pi)] for each process pi in the

process graph from the delay intervals of the edges.

Lemma 1 (Monotonicity Lemma) Increase (decrease) in the delay of an edge cannot increase

(decrease) the average execution rate of any process.

Proof. From Theorem 1 and Theorem 2, we know that the average execution rate of a process

in a strongly connected process graph is equal to the inverse of the maximum mean cycle delay

in the process graph. Increasing (decreasing) the delay of an edge in the process graph increases

(decreases) the mean delay of any cycle in the process graph. It follows that increasing (decreasing)

the delay of an edge in the process graph cannot increase (decrease) the average execution rate of

any process.

From the Monotonicity Lemma it follows that we can compute ru(x) by setting all the edge

delays to their lower bounds and rl(x) by setting all the edge delays to their upper bounds. Hence,

if the process graph is strongly connected then all the nodes have the same rate interval [��1u ; ��1l ]

where �l and �u are the unique eigenvalues of the process graph computed by setting the edge delays

of all the edges to their upper bounds and lower bounds respectively. Hence, the rate interval for a

strongly connected process graph are computed by two invocations of the algorithm for computing

the maximum mean delay cycle in a graph.

4.3.2 Rate Analysis : Single SCC

Using the result in Theorem 2, we need to compute the maximum mean cycle delay to compute

the average execution rate of processes in a SCC. The following theorem due to Karp [8] allows the

design of an e�cient algorithm for �nding the maximum mean cycle delay. Its proof can be found

in [1] (page 47).

Theorem 3. Given an n� n matrix A, with the corresponding process graph, GP , the maximum

mean cycle delay in GP is given by

� = max
1�i�n

min
0�k<n

(An)ij � (Ak)ij
n � k

; 8j:
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RATE(G)
Choose an arbitrary vertex j as the source
(A1)j = jth column of A.
(Ai)j = [�� � � � �]; 2 � i � n:

for k = 2 to n do
for each edge (u; v) do

(Ak)vj = maxf(Ak)vj ; (A
k�1)uj +Avug

� = max1�i�nmin0�k<n
(An)ij�(A

k)ij
n�k

return ��1

end RATE

Figure 7: Algorithm for computing the average execution rate for all processes in a strongly con-
nected process graph.

Here (Al)ij is the delay of the maximum delay path from process pi to process pj in the process

graph that goes through exactly l edges. It can be computed by multiplying the process adjacency

matrix, A, with itself l � 1 times using (max;+) algebra. Given the above theorem we have the

algorithm in Fig. 7 for computing the average execution rate for processes in a strongly connected

process graph. The time complexity of this algorithm is O(jV jjEj).

The results of this section show that for a strongly connected process graph the average execution

rates of all the processes is equal to the inverse of the maximummean cycle delay, and they can be

computed using Karp's characterization of the maximum mean cycle delay.

4.3.3 Rate Analysis : Multiple SCCs

We now consider a process graph that has several strongly connected components. We de�ne the

component graph of the process graph to be the graph in which there is a vertex for each SCC and

an edge from u to v if and only if there is an edge from a vertex in the SCC represented by u to a

vertex in the SCC represented by v in the process graph. Note that the component graph is acyclic,

and we will refer to it as the component DAG (directed acyclic graph). The following is the key

observation on which the algorithm for computing rate intervals for a process graph with multiple

strongly connected components (SCCs) hinges.

Lemma 2 Let P and C be two maximal strongly connected components in a process graph with

some edges from vertices in P to vertices in C (so P is a \producer" and C is a \consumer"). Let

[rl(P ); ru(P )] and [r0l(C); r
0
u(C)] be the rate intervals for P and C respectively, computed assuming

that there are no edges between P and C. Then the actual rate interval for C is [rl(C); ru(C)] where

rl(C) = minfrl(P ); r
0
l(C)g;
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RATE ANALYSIS(G)
Find the maximal SCCs in G

for each SCC, C
rl(C) = RATE(C : t(x) = tu(x) 8x 2 C)
ru(C) = RATE(C : t(x) = tl(x) 8x 2 C)

Construct the component DAG : GC(VC ; EC)
rl(Cj) = minfrl(Cj);min(Ci;Cj)2EC

frl(Ci)gg

ru(Cj) = minfru(Cj);min(Ci;Cj)2EC
fru(Ci)gg

end RATE ANALYSIS

Figure 8: Algorithm for rate analysis for a process graph with multiple SCCs.

ru(C) = minfru(P ); r
0
u(C)g:

Proof. Any cycle in P has a path to any process pi 2 C through edges connecting P to C.

Consequently, the k critical paths for pi (for su�ciently large values of k) are determined by the

larger of the maximummean delay cycle in P and C (refer to the proof of Theorem 1). Hence, the

average execution rate of any process in C is the minimum of the rate computed assuming that

there are no dependencies from P to C (this is the inverse of the maximummean cycle delay in C)

and the average execution rate of any process in P (this is the inverse of the maximum mean cycle

delay in P ). These observations along with the Monotonicity Lemma prove the lemma.

Using the above lemma we develop the algorithm in Fig. 8 for rate analysis of a process graph

with multiple SCCs. The time complexity of this algorithm is O(jV jjEj). The following example

illustrates the steps involved in the rate analysis for process graphs.

p1

p2

p3

p4

p5

p6

p
7

p8
p9

[2, 6]

[4, 20]

[3, 10]

[9, 18]
[10, 20]

[1, 4] [4, 10]

[3, 5][3, 6]

[7,20]

[5, 8]

SCC 1

SCC 2

Figure 9: Process graph used in Example 4.1
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Example 4.1. Consider the process graph shown in Fig. 9. The delay intervals for the edges
are shown. Notice that we do not associate a delay interval with the edge connecting the two
strongly connected components of the graph. This is because such inter-SCC edges are not part
of any cycles in the process graph, and consequently their delay does not a�ect any execution
rates. Let us now consider the steps involved in the rate analysis of the process graph in Fig. 9.

For SCC1:
For computing rl, set all the edge delays to their upper bounds.

�l = maximum mean delay cycle in SCC1

= max

�
20 + 18 + 6

3
;
6 + 20 + 10+ 20

4

�

= max

�
44

3
; 14

�
= 14:67

The critical cycle is (p1 ! p2 ! p4 ! p1) and

rl = (14:67)�1 = 0:068

For computing ru, we use the lower bounds on the edge delays.

�u = maximummean delay cycle in SCC1

= max

�
10 + 9 + 2

3
;
2 + 4 + 3 + 10

4

�
= maxf7; 4:75g

= 7

Thus,
ru = (7)�1 = 0:142

Hence, the rate interval for SCC1 is [0:068; 0:142].

For SCC2:

rl =

�
max

�
20 + 8 + 4

3
;
10 + 5 + 6 + 8 + 4

5

���1
= 0:094

and

ru =

�
max

�
7 + 5 + 1

3
;
4 + 3 + 3 + 5 + 1

5

���1
= 0:231

So, the rate interval for SCC2 is [0:094; 0:231]. Notice that the rate intervals of the two SCCs
overlap. The rate analysis was carried out assuming that the two SCCs are completely disjoint.
The rates in SCC1 are not a�ected by the edge from SCC1 to SCC2, however, the rate interval
for SCC2 needs to take into consideration the rate interval of the \producer" SCC. In fact, the
actual rate interval for SCC2 is

[minf0:094; 0:068g;minf0:231; 0:142g]

= [0:068; 0:142]

Thus, the rate interval of SCC2 is the same as that of SCC1. Notice that for the sake of clarity

of exposition, we have computed the maximum mean cycle delay using explicit enumeration of

the cycles in this example. In our implementation, instead of explicit cycle enumeration, we use

the matrix-based procedure, RATE, shown in Figure 7. 2
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Rate constraints

Rate  Analysis 

Output critical cycles

Re-design processes in critical 

              cycles

Process graph

Rate constraints

NO

YES

NO

STOP

Pipeline processes with critical 
self -loops

YES

 satisfied?

Constraints consistent?

YES

NO

NO

YES

Inconsistent constraints

     constraints

Pipelining satisfies

             cycles?

Rate constraints  satisfied?

Any self-loops in critical 

Figure 10: The framework for using rate analysis for debugging violations of rate constraints.
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5 A Framework for Rate Analysis

In this section we describe a framework for using rate analysis in an interactive system for debugging

violations of rate constraints. Fig. 10 shows an overview of our approach. We assume that we are

given a description of the system (i.e. the process graph and associated sequencing graphs) and

constraints on the average execution rates of the processes. The rate analysis framework allows us

to compute bounds on the average execution rates of the processes. If some rate constraints are

violated, we give the user information about the possible reasons for the constraint violations. The

user then redesigns some parts of the system (thus changing the process graph topology and/or

the delays intervals on the process graph edges) and goes through another iteration of the rate

analysis tool. This process involves interaction with the designer because our current tools are not

sophisticated enough to automatically redesign the system to eliminate rate constraint violations.

Rate Constraints and their Satis�ability

We consider two types of constraints on the execution rate of a process pi:

� Upper bound constraint: Such a constraint imposes an upper bound on the execution

rate of pi and is of the form

r(pi) � Ui: (17)

� Lower bound constraint: Such a constraint implies that the process must not execute too

slowly and is of the form

r(pi) � Li: (18)

Thus, the upper and lower bound constraints on a process pi de�ne a constraint interval, Ii =

[Li; Ui]. Note that the constraint intervals for processes in a process graph can be arbitrary (since

they are speci�ed independently for each process by the designer). On the other hand the computed

rate intervals are constrained by the process graph topology and delay values on the process graph

edges. If there is no lower bound constraint on the rate of a process then Li = 0, and if there is

no upper bound constraint then Ui = 1. The rate constraints on pi are said to be satis�ed if the

rate interval computed by rate analysis is contained in [Li; Ui]. If the computed rate interval is not

contained in [Li; Ui], then one or both of the rate constraints of pi are violated.

A set of rate constraints is said to be inconsistent if they cannot be simultaneously satis�ed

for a given process graph topology, irrespective of the delay intervals on the process graph edges.

Thus, if a set of rate constraints is inconsistent, the computed rate intervals can never satisfy all the

rate constraints. Note that a consistent set of constraints may not be satis�ed because some of the

computed rate intervals may not be contained in the corresponding constraint intervals. Theorem 4

gives su�cient conditions for a set of rate constraints to be inconsistent. Before proceeding further

with the consistency analysis, we need a few de�nitions.
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� Given intervals I1 = [L1; U1]; I2 = [L2; U2]; : : : ; Il = [Ll; Ul],

min(I1; I2; : : : ; Il) = [min
j
fLjg;min

j
fUjg]; (19)

� Given intervals Ii and Ij ,

Ii < Ij ; if Ui < Lj :

� Let Cj be a strongly connected component in the process graph, then

I\j =
\

pi2Cj

Ii: (20)

� For a strongly connected component Cj in the component graph,

Imin
j = min(I\j ; min

Ci2pred(Cj)
fImin

i g); (21)

and for a component with no predecessors, Imin
j = I\j . More intuitively, Imin

j is obtained by

propagating the I\j intervals in the component graph in topological order (this is similar to

the propagation of rate intervals during rate analysis).

Theorem 4. A set of rate constraints, S, that de�ne the constraint intervals Ii for each process

pi in a process graph GP , is inconsistent if any of the following conditions is satis�ed.

1. There exists a strongly connected component, Cj, of the process graph such that

I\j = �;

2. There exists a component Cj for which

Imin
j < I\j :

Proof.

1. From Theorem 1, Lemma 1 and Lemma 2, we know that the computed rate interval of all

processes in a strongly connected component, Cj , of GP is identical. Let [rl(Cj); ru(Cj)]

be the computed rate interval. If I\j = �, then there must be some process pi 2 Cj for

which [rl(Cj); ru(Cj)] is not contained in Ii (otherwise the intersection of the Iis contains

[rl(Cj); ru(Cj)] and is not empty). Hence, the rate constraints for pi are violated. Since the

above argument does not depend on any particular choice of the delay ranges of edges in GP ,

it follows that if I\j = � for any Cj, then S is inconsistent.
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2. From Lemma 2, we know that the average execution rate of a SCC is constrained by the

average execution rate of its predecessors in the component graph. In particular, the rate

interval for a process is the minimum of its own rate interval (assuming no dependencies

across SCCs), and the rate intervals of its predecessors. If we assume that rate constraints

are satis�ed for all SCCs that are predecessors of Cj , then the largest possible rate interval

for Cj is equal to Imin
j . Further, if rate constraints are satis�ed for all the processes in Cj,

then the largest possible rate interval for Cj is I
\
j . Consequently, if

Imin
j < I\j ;

then any assignment of delay intervals that satis�es the rate constraints at all the predecessors

of Cj will violate the rate constraints at some process in Cj. Hence, the constraint set S is

inconsistent.

The above theorem gives us a characterization of a set of inconsistent rate constraints. Com-

puting I\j for all the SCCs in the process graph takes time linear in the size of the process graph.

Hence, the �rst condition in this theorem can be checked in linear time. Also, the component

graph can be constructed in linear time, and Imin
j can be computed by a topological traversal of

the component graph. So, the second condition can also be checked in linear time. Thus, Theorem

4 yields a linear time algorithm for checking whether the speci�ed rate constraints are consistent.

[0.5, 1.0] [10.0, 30.0]

[7.0, 20.0] [5.0, 25.0]

SCC

p3

p4

1

2

(a) (b)

[0.75, 12.0]

p

SCC2
[0.75, 1.0]

SCC1

SCC1

[10.0, 20.0]

2p

p5

Figure 11: (a) Process graph used in Example 5.1. (b) The corresponding component graph.

Example 5.1. Consider the process graph along with the constraint intervals for all the
processes shown in Fig. 11.

I\1 = [0:5; 1:0]
\
[0:75; 12:0]

= [0:75; 1:0]
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I\
2

= [10:0; 30:0]
\
[5:0; 25:0]

\
[7:0; 20:0]

= [10:0; 20:0]

Also,

Imin

1 = I\1 = [0:75; 1:0];

and

Imin

2
= min([0:75; 1:0]; [10:0; 20:0]) = [0:75; 1:0]:

Since [0:75; 1:0]< [10:0; 20:0], the given rate constraints are inconsistent due to the condition 2

in Theorem 4. More intuitively, the rate constraints on process p1 force the constraint interval

for SCC1 to be at most 1. Further, since the constraint intervals for all the processes in SCC2

are strictly larger than 5, the constraint interval for SCC2 has a lower bound of 5. Hence,

condition 2 in Theorem 4 is satis�ed and the rate constraints are inconsistent. 2

Interactive Rate Analysis

Our algorithms for rate analysis and for checking consistency of rate constraints can be used as a

part of a system for interactive debugging of embedded system designs. Fig. 10 shows one such

framework. The design speci�cation is �rst translated from a high level description to a process

graph along with the associated sequencing graphs. First, the rate constraints are checked for

consistency. If the rate constraints are consistent, rate analysis is performed on the process graph.

If all the computed rate intervals are contained in the intervals de�ned by the rate constraints, then

the system satis�es all the rate constraints and no re-design is required.

If a rate constraint is violated, the system gives the user the reason for the violation in the

form of the critical cycles. This information can be used to redesign the processes that are involved

in the critical cycles. If an upper bound rate constraint is violated for process pi, then it means

that pi executes faster than required by the constraint. This situation is easier to remedy because

additional delay can be introduced on some of the process graph edges to slow down the execution

rate of pi. In this case, the \best" places where additional delay can be introduced to avoid the

constraint violation can be identi�ed by the the rate analysis program. If a lower bound rate

constraint is violated, the program outputs all the critical cycles in the process graph that a�ect

the rate at the process where the constraint violation occurs. Potential candidates for pipelining are

identi�ed by the self-loops in the critical cycles responsible for rate constraint violation. Pipelining

will reduce the delay of the self-loop and possibly avoid the constraint violation. In general, the

tool outputs the bottlenecks in the current design (in the form of critical cycles) and the designer

then needs to re-design the processes involved to reduce the delay intervals on the edges involved

in the critical cycles. In some cases it may even be necessary to alter the communication and

synchronization between the component processes to change the topology of the process graph.

All our algorithms for checking the consistency of rate constraints and for rate analysis have

been implemented in C++ on a Sun SPARCstation as a tool called Ratan. The following example
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illustrates the utility of this interactive rate analysis framework in re-designing a system to meet

speci�ed rate constraints.

Example 5.2. Consider the process graph in Fig. 12 containing 18 processes and 32 edges.
The interval of real numbers on an edge is the delay interval associated with that edge. This
process graph has 6 strongly connected components labeled C0, C2, ... C5, and grouped
with a dashed circle. The darker lines between components are also edges in the process graph.
Since the delay intervals on these edges are not used in rate analysis, they are not shown in
the �gure. There can be more than one edge between two components, but only one is enough
to show the precedence relation between a pair of components. We will now trace the steps
involved in interactive rate analysis (as shown in Fig. 10) on the process graph in Fig. 12.

0
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2 3 4

5 6

7

8

9
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13

14
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16

17

C2

C3

C4

C5
C1

C0

[3,4] [5,8]

[2,23]

[1,2]

[2,3]

[12,20]

[4,13] [10,15]

[4,6]

[4,6]

[3,5]

[3,5]

[4,6]

[10,17]

[2,3]

[2,4]

[2,5]

[2,6]

[2,7]

[3,11] [2,10]

[5,15]

[8,20][5,16]

[7,18]

Figure 12: The process graph used in Example 5.2.

1. Step 1: [Check if the given rate constraints are consistent] For simplicity, Fig. 12
does not show the rate constraints for each process. Suppose that the given rate constraints
are consistent, and the constraint interval for C4 is [0:05; 0:10] (this is the intersection of
the constraint intervals of all the processes in C4).

2. Step 2: [Rate analysis] Tables 1 and 2 give the computed rate bounds for each compo-
nent before and after rate propagation. These tables also show the critical cycle(s) that
determine a particular rate bound. Notice that the critical cycle that determines the lower
bound can be di�erent from the one that determines the upper bound (for example C2

in Table 2). Also, after rate propagation, the cycles that determine the rate bound for a
component may be contained in a predecessor of the component in the component DAG.

3. Step 3: [Check if the computed rate constraints are satis�ed] The lower bound
rate constraint for C4 is not satis�ed since the computed rate interval is [0:043; 0:083], and
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SCC rl ru Critical cycle

C0 0.043 0.500 0! 0

C1 0.167 0.250 1! 2! 1

C2 0.200 0.500 3! 5! 6! 7! 4! 3

C3 0.050 0.083 8! 8

C4 0.067 0.200 12! 14! 13! 12

C5 0.059 0.100 17! 17

Table 1: Step 2 - before rate propagation

SCC rl ru Critical cycle

C0 0.043 0.500 0! 0

C1 0.167 0.250 1! 2! 1

C2 0.043 0! 0
C2 0.250 1! 2! 1

C3 0.043 0! 0
C3 0.083 8! 8

C4 0.043 0! 0
C4 0.083 8! 8

C5 0.043 0! 0
C5 0.083 8! 8

Table 2: Step 2 - after rate propagation

the constraint interval is [0:05; 0:10]. This means that we need to speed up some processes
on the critical cycle that constrains the lower bound to be less than 0.05. Assume that all
other rate constraints are satis�ed.

4. Steps 4,5: [Pipeline a process in a critical cycle responsible for violating a rate
constraint and re-do rate analysis] The critical cycle that determines the rate lower
bound of 0.043 for C4 is 0 ! 0. This suggests that by speeding up process 0, we can
avoid violation of the rate constraint. Indeed, if the process 0 is pipelined and the delay
on the 0 ! 0 self-loop is reduced to [2; 20], the rate interval for C4 becomes [0:05; 0:083]
and the violated rate constraint is now satis�ed. Tables 3 and 4 show the rate intervals for
the modi�ed process graph (after pipelining process 0) before and after rate propagation
respectively.

5. Step 6: [Check if the computed rate constraints are satis�ed]We now check if all
the rate constraints are satis�ed. In this case, all the rate constraints are satis�ed because
the only e�ect of pipelining process 0 is to increase the rate lower bounds for components
C0, C2, C3, C4 and C5. If there were still some violated rate constraints, we would have
incrementally pipelined processes on critical paths to reduce delays on critical self-loops.
If even pipelining fails to prevent constraint violation, more drastic re-design of the pro-
cesses on the critical paths is called for. In fact, even the communication/synchronization
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SCC rl ru Critical cycle

C0 0.050 0.500 0! 0

C1 0.167 0.250 1! 2! 1

C2 0.200 0.500 3! 5! 6! 7! 4! 3

C3 0.050 0.083 8! 8

C4 0.067 0.200 12! 14! 13! 12

C5 0.059 0.100 17! 17

Table 3: Step 4,5 - before rate propagation

SCC rl ru Critical cycle

C0 0.050 0.500 0! 0

C1 0.167 0.250 1! 2! 1

C2 0.050 0! 0
C2 0.250 1! 2! 1

C3 0.05 0! 0
C3 0.083 8! 8

C4 0.05 0! 0
C4 0.083 8! 8

C5 0.05 0! 0
C5 0.083 8! 8

Table 4: Step 4,5 - after rate propagation

patterns of the processes may need to be changed in order to alter the topology of the
process graph.

This example illustrates that using our interactive rate analysis, we can explore bottlenecks in

the current design and interactively modify the design to obtain one that satis�es all the rate

constraints. Some of the modi�cations suggested by the interactive system are non-trivial to

discover otherwise. For instance, to remove the constraint violation at C4 consisting of processes

12 through 16, process 0 needs to be pipelined. 2

6 Conclusions

In this paper we have examined the problem of estimating execution rates of concurrent processes

modeled as sequencing graphs that interact through process level synchronization. We have proved

the relation between eigenvalues of the adjacency matrix of the process graph and process rates,

and showed that even when the initial execution time vector is not an eigenvector, the eigenvalue

is equal to the average inter-execution time. This result extends previous work in rate analysis and
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makes it useful to apply the analysis to embedded systems. A linear time algorithm was developed

for checking the consistency of a set of rate constraints. We have developed a tool, Ratan, for using

our rate analysis algorithms for debugging violations of rate constraints.

Our future plans are to seek e�ective integration of Ratan in the design of embedded systems.

Another interesting area of research is to study the rate analysis problem under more general timing

semantics, such as allowing some processes to start executing as soon as they receive one enable

signal. We also plan to study the rate analysis problem when enable vertices are allowed inside

loops and conditional branches in sequencing graphs.
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Appendix : Proof of Theorem 1

In order to prove Theorem 1, we need a few preliminary results.

Lemma 3

xi(k) = maxjfxj(0) +Ak
ijg:

Proof. Follows simply from the timing semantics described earlier.

We de�ne the k-critical paths for process pi to be the paths whose delay determines xi(k). A

k-critical path for pi is a maximum delay path with exactly k edges ending at pi. For any k-critical

path � : pj = v0; v1; � � � ; vk = pi, the delay of the path is

d(�) = xj(0) +
k�1X
l=0

Avlvl+1 = xi(k):

Lemma 4 The k-critical paths for all processes remain unchanged when we change the delay on all

the edges using the transformation A0ij = Aij+xj(0)�xi(0) and the initial vector to x
0(0) = [00 � � �0].

Further, this transformation also leaves the critical cycles and the maximum mean cycle delay in

the process graph unchanged.

Proof. The length of a path � : pj = v0; v1; v2; � � � ; vk = pi using the new edge costs is

d0(�) =
k�1X
l=0

A0vl+1vl
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=
k�1X
l=0

(Avl+1vl + xvl(0)� xvl+1(0))

=
k�1X
l=0

Avl+1vl + xj(0)� xi(0)

= d(�)� xi(0)

Since, the length of all the paths ending at pi gets decreased by xi(0), the set of k-critical paths

remains unchanged.

For any cycle C : pj = v0; v1; v2; � � � ; vk�1; vk = pj ,

d0(C) =
k�1X
l=0

A0vl+1vl

=
k�1X
l=0

(Avl+1vl + xvl(0)� xvl+1(0))

= d(C) +
k�1X
l=0

(xvl(0)� xvl+1(0))

= d(C) + (xv0(0)� xvk(0))

= d(C)

Since the delay of all the cycles remains unchanged, it is clear that the critical cycles and maximum

mean cycle delay also remain unchanged.

Henceforth, we will assume that the transformation on edge delays in Lemma 2 has been

performed and the vector of initial start times is zero. The following three lemmas establish

important characteristics of \su�ciently long" k-critical paths that enable us to prove the theorem

establishing the relation between the average rate of execution and the unique eigenvalue of the

process adjacency matrix. In the following lemmas we assume that the process graph has m critical

cycles : C1; C2; � � � ; Cm each with mean delay �.

Lemma 5 A k-critical path, �, for process pi that includes a vertex of a critical cycle Cj has less

than lcm(jCjj; jCj)=jCj occurrences of any non-critical cycle C. Further, there exists a k-critical

path for pi that has fewer than lcm(jCjj; jC
0j)=jC0j occurrences of any cycle C0 other than Cj.

Proof. Let Sj be the delay of the critical cycle Cj (this is the sum of the edge delays of the

edges in Cj) and let S be the delay of the non-critical cycle C. Since C is not critical, its mean

delay is less than that of Cj. Hence,
Sj
jCjj

>
S

jCj
;
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or
lcm(jCjj; jCj) � Sj

jCj j
>

lcm(jCjj; jCj) � S

jCj
: (22)

Consider any path ending at pi passing through a vertex of Cj that has more than lcm(jCjj; jCj)=jCj

occurrences of C. Due to the relation in the inequality 22 we can replace lcm(jCjj; jCj)=jCj occur-

rences of C with lcm(jCjj; jCj)=jCjj occurrences of Cj , with an accompanying increase in the total

delay of the path. Notice that this replacement does not alter the total number of edges in the

path. Consequently, a k-critical path for process pi that contains a vertex of critical cycle Cj will

have fewer than lcm(jCjj; jCj)=jCj occurrences of a non-critical cycle C.

Since we have already bounded the number of occurrences of non-critical cycles in �, we only

need to show the existence of a k-critical path where the occurrences of critical cycles other than

Cj is bounded. Let C0 be another critical cycle in � with delay S 0. Then,

Sj
jCjj

=
S0

jC0j
;

or
lcm(jCjj; jC

0j) � Sj
jCjj

=
lcm(jCjj; jC

0j) � S0

jC0j
:

Hence, the path, �0, obtained by repeatedly replacing lcm(jCjj; jC
0j)=jC0j occurrences of C 0 by

lcm(jCjj; jC
0j)=jCjj occurrences of Cj , for all critical cycles, C

0, in � has the same length and delay

as �. Consequently, �0 is a k-critical path for process pi that has the property required in the

lemma.

p
i

C j

stem

Figure 13: A canonical path with critical cycle Cj .

A k-critical path that contains a bounded number of occurrences of all cycles except a critical

cycle Cj is de�ned to be in canonical form with respect to Cj. Note that a k-critical path can be

transformed to canonical form with respect to any of the critical cycles that it touches. The part

of a k-critical path that is canonical with respect to Cj , which is not included in the complete

occurrences of Cj , is referred to as the stem of the canonical k-critical path (see Fig. 13). Note

that the stem of a k-critical path that is canonical with respect to Cj has bounded length because

it can have at most jCjj � 1 occurrences of any cycle.
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C’

p
i

C j

Figure 14: Canonical paths with respect to a non-critical cycle C0 and a critical cycle Cj ending at
pi.

Lemma 6 There exists a constant N such that for k � N , there is a k-critical path for process pi

that is canonical with respect to some critical cycle Cj.

Proof. We will �rst show that for su�ciently large k, the k-critical path for pi will touch a

critical cycle. Suppose there is no k-critical path for pi that touches a critical cycle. Let �0 be a

k-critical path that uses only non-critical cycles. Let C0 be the cycle with maximum mean delay

used in �0 and let �0 < � be its mean delay.

Using the result in Lemma 5 applied to the path �, we claim that � must be canonical with

respect to C0. Hence,

d(�0) = w0 + n0 � �0 � jC0j;

where w0 is the delay of the stem of �0 and n0 is the number of occurrences of C0 in �0. Further, if

the length of the stem is l0, then k = l0 + n0 � jC0j.

Consider any critical cycle, Cj . Since the process graph is strongly connected there is a path

from Cj to pi. Consider the path, �, of length k consisting of n occurrences of Cj along with a

stem of delay W and length l ending at pi (see Fig. 14). Then,

d(�) = w + n � � � jCjj;

and k = l + n � jCj j. Now, d(�) > d(�0), if

n >
w � w0 + (l� l0) � �0

jCj j � (�� �0)
:

Consequently, there exists a constant N such that for k � N , we get a contradiction to the claim

that all the k-critical paths for pi avoid all the critical cycles. Hence, for su�ciently large k, there

is a k-critical path for pi that touches a critical cycle Cj . Now, using Lemma 5, we can claim that

we can transform this k-critical path to one that is canonical with respect to Cj .

Let C1; C2; � � � ; Cm be the critical cycles in GP and let L = lcm(jC1j; jC2j; � � � ; jCmj).
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Lemma 7 For all k � N , there are k- and (k + L)-critical path that are canonical with respect to

the same critical cycle Cj and the stems of the canonical k- and (k+L)-critical paths are identical.

Thus,

xi(k + L) = xi(k) + L � �; 8k � N:

Proof. From Lemma 6 we know that for k � N , there exists a k-critical path for any process pi

in the process graph that is canonical with respect to some critical cycle Cj. Notice that the length

of the stem of a canonical k-critical path is bounded (using the result of Lemma 5). So, there are

only a �nite number of di�erent stems. This observation plays a crucial role in this proof.

Consider a critical cycle Cr. Let �k;r be the longest path with k edges ending at pi that is

canonical with respect to Cr and let �sk;r denote the stem of this canonical path. The canonical

k-critical path for pi is the longest of all these paths. Let C�(j) be the critical cycle with respect to

which the k-critical path is canonical, where k � j (mod L) and � provides a mapping from j to

a critical cycle (the justi�cation for this mapping follows from this lemma). Consider �k+L;r : the

longest path with k+L edges that is canonical with respect to Cr. Since k is large, and the lengths

of the stems �sk;r and �sk+L;r are bounded, any stem that is reachable from pi in k + L steps is

also reachable in k steps. Thus, if the stem �sk+L;r has more delay than �sk;r then we could replace

the stem of �k;r by the stem of �k+L;r to obtain a new path with k edges and larger delay than

�k;r. This contradicts the de�nition of �k;r. It follows that �k;r and �k+L;r have the same stem.

Consequently,

d(�k+L;r) = d(�k;r) + L � �:

Thus, if C�(j) is the critical cycle with respect to which the k-critical path is canonical, then

the (k + L)-critical path will also be canonical with respect to C�(j) and as observed earlier both

these paths have the same stem. Since the delays of these canonical critical paths determine xi(k)

and xi(k + L), it follows that

xi(k + L) = xi(k) + L � �:

With the above results in hand, we are now ready to prove the theorem that shows that the

average execution rate of processes is well de�ned even when the initial vector of process execution

times is not an eigenvector of the process adjacency matrix.

Theorem 1. Consider a strongly connected process graph and let xi(k), k � 0 be the sequence of

time instances at which process pi executes. Then there exists some N such that

1. The sequence xi(k)� xi(k � 1), k � N is periodic with period equal to L.

2. Pq+L�1
j=q xi(j + 1)� xi(j)

L
= �;
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where � is the unique eigenvalue of the process adjacency matrix.

3. The average inter-execution time is well de�ned and

lim
n!1

Pn�1
k=0 xi(k + 1)� xi(k)

n
= �:

Proof.

1. From Lemma 7 we know that for k � N , xi(k + L) = xi(k) + L � � and xi(k + 1 + L) =

xi(k + 1) + L � �. Consequently,

xi(k + 1)� xi(k) = xi(k + 1 + L)� xi(k + L):

Hence, the sequence of inter-execution times for any process pi is periodic with period equal

to L.

2. When consecutive terms in the sequence of inter-execution times are added, the sum tele-

scopes, consequently

Pq+L�1
j=q xi(j + 1)� xi(j)

L
=

xi(q + L)� xi(q)

L

=
L � �

L
= �

3. Let W be the sum of the �rst N terms of the sequence of inter-execution times. After the

�rst N terms the sequence is periodic with period L and the sum of the terms in one period

is L � �. Therefore,

lim
n!1

Pn�1
k=0 xi(k + 1)� xi(k)

n
= lim

t!1

W + t � � � L

N + t � L

= lim
t!1

W=t + � � L

N=t+ L

= �
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