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Abstract deadlines are contradictory goals and we have to judiciously

manage time and power to achieve our goal of minimizing
Slowdown factors determine the extent of slowdown aenergy.

computing system can experience based on functional and |, this paper, we focus on system level power manage-
performance requirements. Dynamic Voltage Scaling (DVS) ment by the computation of static and dynamic slowdown
of a processor based on slowdown factors can lead to con-factors for the tasks in the system. We assume a real-time
siderable energy savings. We address the problem of comsystem in which the tasks run periodically and have fixed
puting static and dynamic slowdown factors in the presence geadlines. These tasks are scheduled on a single processor
of task synchronization. In this work, tasks are allowed ps5eqd system using rate monotonic scheduling. Tasks syn-
to have different slowdown factors based on the task char-chronize to enforce mutual exclusive access to the shared
acteristics. This is increasingly important as the task set resources. We compute static slowdown factors in the pres-
becomes diverse. We present the Dual Mode (DM) algo-ence of task synchronization to minimize the energy con-
rithm under the rate monotonic scheduling policy. We in- sumption of the system.

troduce the notion of frequency inheritance which bounds
the blocking time to guarantee the task deadlines. Suffi-
cient constraints have been identified for the feasibility of
the task set under synchronization. We formulate this prob-

lem of computing the static slowdown factors for tasks as for a set ofN' jobs. An optimal schedule for tasks with dif-

an optimization problem to minimize the total energy con- : L .

: . ; : ferent power consumption characteristics is considered by
sumption of the system. Our simulation experiments show, .
. Aydin, Melhem and Moss[3]. The same authors [4] prove
on an average 10% energy gains over the known slowdown S . :
techniques that the processor utilization (at maximum speed) is the op-
' timal slowdown factor when the deadline is equal to the pe-

riod. Quan and Hu [15] [16] discuss off-line algorithms for

the case of fixed priority scheduling.

1 Introduction Since the worst case execution time (WCET) of a task
is not usually reached, there dynamic slack in the sys-
Power is one of the important metrics for optimizationin tem. Pillai and Shin [14]ecalculate the slowdown to use
the design and operation of embedded systems. The proceghe dynamic slack while meeting the deadlines. Low-power
sor consumes a significant portion of the total energy. Therescheduling using slack reclamation heuristic is studied by
are two primary ways to reduce processor power consump-Aydin et al. [4] and Kim et al. [10]. Scheduling of task
tion in embedded computing systems: processor shutdowrgraphs on multiple processors has also been considered.
and processor slowdown. Slowdown using frequency andLuo and Jha [12] have considered scheduling of periodic
voltage scaling is more effective in reducing the energy con- and aperiodic task graphs in a distributed system. Non-
sumption [3, 4, 18, 23]. However, scaling the processor fre- preemptive scheduling of a task graph on a multi processor
guency leads to an increase in the execution time of a job.system is considered by Gruian and Kuchcinski [6]. Zhang
In real-time systems, we want to minimize energy while ad- et al. [24] have given a framework for task scheduling and
hering to the task deadlines. Minimizing power and meeting voltage scaling of dependent tasks on a multi-processor sys-

Most of the earlier work dealt with independent task sets.
Shin et al. [18] have computed uniform slowdown fac-
tors for an independent periodic task set. Yao, Demers and
Shanker [22] presented an optimal off-line speed schedule



tem. They have formulated the voltage scaling problem ascritical sections within a task overlap, then one critical sec-
an integer programming problem. tion lies completely within the other. Due to the resource
Inreal life applications, tasks access the shared resourcesharing, a task can kaockedby lower priority tasks. A
in the system. Low power scheduling in the presence of critical section is called &locking sectiorif a higher prior-
task synchronization [7] and non-preemptive sections [23] ity job is blocked for the completion of the critical section.
has been considered. Previous work assumes that all taskf no higher priority job is blocked when a job is executing,
have a constant static slowdown factor. In this paper, wethe job is said to be executing in it®n-blocking section
present a dual mode algorithm which overcomes this limi- Let B; be the maximum blocking time for task under the
tation. We compute static slowdown factors by formulating given resource access protocol.
the problem as a convex optimization problem. Further-
more, we present a dynamic slowdown algorithm, where 2.2 Variable Speed Processors
we slowdown both the critical and non-critical sections of
a task. We gain as much a8% energy savings over the A wide range of processors like the Intel XScale [1]
known techniques. and Transmeta Crusoe [2] support variable voltage and fre-
The rest of the paper is organized as follows: Section 2 quency levels. Voltage and frequency levels are tightly
formulates the problem. In Section 3, we present the dualcoupled. When we change the speed of a processor we
mode algorithm under rate monotonic scheduling. In Sec- change its operating frequency. We proportionately change
tion 4, we formulate the computation of slowdown factors the voltage to a value which is supported at that operating
as an optimization problem. The experimental results arefrequency. The important point to note is when we per-
given in Section 5. Finally, Section 6 concludes the paper form a slowdown we change both the frequency and voltage
with future directions. of the processor. Given the minimum frequenfy;, and
the maximum supported frequengy, ..., we normalize the
speed to the maximum frequency to have discrete points in
the operating rang@)i», 1], wherenmin = fmin/ fmac-
The slowdown factoican be viewed as the normalized
In this section, we introduce theecessary notation and frequency. At a given instance, it is the ratio of the sched-
formulate the problem. We first describe the system modeluled frequency to the maximum frequency of the processor.

2 Preliminaries

followed by a motivating example. We assume that the speed of the processor can be varied
over a discrete range. In this paper, we assume the overhead
2.1 System Model incurred in changing the processor speed is incorporated in

the task execution time. A speed change can only occur at a
context switch and when a task is blocked. This overhead,
similar to context switch overhead, is constant and can be
included in the worst case execution time of the task. All
tasks are assumed to be preemptive, however access to the
shared resources need to be serialized. Our aim is to sched-
ule the given task set and the processor speed such that all
tasks meet their deadlines and the energy consumption is
minimized.

A task set ofn periodic real time tasks is represented as
' ={n,...,7}. A3-tuple{T;, D;,C;} is used to rep-
resent each task, where’7; is the period of the taskl);
is the relative deadline with; < 7;, and(; is the worst
case execution time (WCET) of the task at maximum speed,
given that it is the only task running in the system. Each
invocation of the task is called jab. A priority function
P(J) is associated with each job such that if a jpthas
a higher priority than/’, then”(J) > P(J’). Under rate
monotonic (deadline monotonic) scheduling, the shorter the
period (deadline), the higher the priority. The techniques , , i i o
presented in this paper apply to both rate monotonic and Cons@er a simple rgal time system with three periodic
deadline monotonic scheduling. tasks having the following parameters :

Each system usually has a set of shared resources. . _ (5 5 1} r, = {10,10,4}, 75 = {80,80,2} (1)
Access to the shared resources are mutually exclusive
in nature. Common synchronization primitives include  Based on rate monotonic scheduling, taskhas the
semaphores, locks and monitors [19]. We assume thathighest priority and the task has the lowest priority. All
semaphores are used for task synchronization. When a taskasks access a shared resourceugh a semaphot&. The
has been granted access to a shared resource, it is said witical section for the tasks are the intervals = [0.5, 1],
be executing in itzritical section The k'* critical sec- z21 = [3.5,4] andzs 1 = [0, 1] within each task. Based on
tion of taskr; is represented as .. We assume critical  the stack resource protocol, the blocking times for the tasks
sections of a task are properly nested [17], wherein if two are B; = 1, B, = 1 and Bs = 0. The arrival times for

2.3 Motivating example
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Figure 1. Motivation for frequency inheritance (a) Task ar-
rival times and deadlines (period=deadline) with critical sec-
tions. (b) No frequency inheritance and joeb; misses
deadline. (c) Inheriting the frequency of the blocked task
ni = 0.4 and taskr ; misses deadline. (d) Inheriting
a slowdown ofmaz(n7,n;5) = 1.0, meets all deadlines
while observing blocking.

the tasks arep; = 0.1, ¢» = 2.6, ¢35 = 0. This task set
is shown in Figure 1(a). The jobs for each task are shown
at their arrival time with their workload. The jobs are to be

and is blocked under SRP, since it eventually needs the
shared resource that is locked by tagsk Note that the
above mentioned constraints assume the same slowdown
during the blocking interval as the task slowdown. Thus
the blocking time for task; assumed in the constraint is
1/0.4 = 2.5. However, the blocking time arises from task
73 Which has a smaller slowdown factag = 0.25. This
increases the blocking time for the taski®.25 = 4 time
units. Thus the actual blocking time is greater tBanhand
results in taskr missing its deadline as shown in Figure
1(b). We introduce the property of frequency inheritance to
bound the blocking time under slowdown.

In Figure 1(c), we show the schedule where a blocking
task inherits the maximum slowdown over all the blocked
tasks. When the task is blocked on arrival at time= 0.1,
the blocking tasks inherits the slowdown of task , 7, =
0.4. This bounds the blocking time tig/0.4 = 2.5 and task
1 meets its deadline. However, this does not guarantee all
tasks meeting the deadline and taskmisses its deadline
as seen in the Figure 1(c).

To ensure that all tasks meet the deadline, we have to
take into consideration the implicit blocking of other higher
priority tasks. When task, is blocked, inheriting a slow-
down of the maximum slowdown factor of all higher prior-
ity tasks up to taskm, guarantees meeting all task dead-
lines. As seen in Figure 1(d), inheriting a slowdown of
maxz(0.4,1) = 1.0 ensures meeting all deadlines. Thus we
introduce a slowdown called the blocking slowdown fac-
tors, that a task needs to inherit, when it blocks another task.

These are the slowdown rules considering task synchro-
nization, referred to as the synchronization mode. We also
compute slowdown factors for tasks assuming they are in-
dependent, which is referred to as independent mode. We
present the dual mode algorithm, which describes how the
two modes can be combined at run-time to minimize the
total energy consumption.

scheduled on a single processor by a rate monotonic sched-

uler. We cannot ignore the blocking times in the compu-
tation of slowdown factors [8]. The feasibility test in the
presence of synchronization is given in [17] (Equation 4),

3 Static Slowdown Factors

which implies the task set is feasible for all task phases (the  We compute static slowdown factor for a system with an

phase of a task is the arrival time of the first instance of the
task). The given task set is schedulable at full speed. If we
extend the schedulability test given in [17] to consider the
task slowdown factors, we have the following constraints

DV, B S [£5]€ < 75, Assume that based on

the tasks power characteristics, we compute slowdown fac-

tors which satisfy the above constraints to haye= 0.4,

underlying rate monotonic (RM) scheduler. The problem of
scheduling tasks in the presence of resource sharing is NP-
hard [20]. Resource access protocols have been designed
to bound the blocking times anslifficientschedulability
tests have been given in the presence of maximum block-
ing times. TheStack Resource Protocol (SRIB] has the
property of blocking a task only at its arrival in the system.

n2 = 1.0, n3 = 0.25. We consider the task schedule at this When a new joly arrives in the system, it is blocked under

computed slowdown.
As shown in Figure 1(c), task arrives attime = 0 and
enters the critical section. Task arrives at timeg = 0.1

SRP, if a lower priority job is holding a resource required by
the job.J or a higher priority job. LetB; be themaximum
blocking timefor taskr; based on the SRP.



3.1 Rate Monotonic Scheduling 3.1.3 Blocking slowdown factor;?

Letl' = {r, -, 7} be the tasks in the system ordered We show in Figure 1(c) that inheriting the maximum slow-

in non-increasing order of their priority. Lehoczky et al. o0 gver all blocked tasks does not guarantee task dead-
[11] showed that the schedulability analysis is needed only"nes and we define a new slowdown factor that must be

at discrete points, called theeheduling points Given the inherited by a blocking task. We define thicking slow-
tasks are sorted in non-increasing order of their priority, the 4\ factor n? (b), for task7,,, as the slowdown factor
set of scheduling points for taskis defined by that the blocking critical section of task must inherit to
EJ} ) guarantee deadlines of all higher priority tasks. As given
T; by Theorem 252 (b) = max’_,,n7. Since the blocking
when the period is the same as the deadliher D;. If D;

J
slowdown factor of a task depends on the blocking task, a
is less tharil;, we consider only the scheduling points up
to the task deadlin®;. This set of scheduling poins;, is

task may have to maintain blocking slowdown factors for
defined as follows:

Si={kTylj=1,..ik=1,..,|

each blocking task. We would like to have only one block-
ing slowdown factor per task and we use the maximum of
) all blocking slowdown factors for a task. This maximum is
Si={{t e Si) At < D)} U{D;} (3)  called theblocking slowdown factom?, and is computed
The schedulability test in the presence of blocking time as the maximum synchronization slowdown of all the lower
is given by Sha et al. [17]. If the tasks are sorted in non- OF equal priority tasks.
increasing order of priority ané; is the blocking time for B
taskr;, thenr; can be feasibly scheduled if theegistsat MIm
least one scheduling poift; € 5, which satisfies

= maa} 2} Y]
3.2 Dual Mode Algorithm

We present eéDual Mode (DM)algorithm for energy
aware scheduling with synchronization. The two modes of
3.1.1 Independent Mode (Indep) operation arendependent mode (Indephd synchroniza-

tion mode (Sync) The DM algorithm is based on the use
Assuming the task are independent (in the absence of blockof Stack Resource Protocol (SRP). The slowdown factors
ing), lets be the slowdown factors for task of 5/ andn’ are used by task; in the independent and
Theorem 1 : A task set of: independent periodic tasks, —Synchronization mode respectively. The system starts in the
sorted in non-increasing order of their priority, is feasible independent mode. When a new job arrives in the system,
at a slowdown factor oﬁZI for taskTi, if there exists one or the pr0t0C0| checks if th|S]0b is blocked. If a lower priority

1 SZ
B; + ZCk[T—;] < Sij (4)
k=1

more scheduling points;; per task that satisfy: task 7, blocks the new task in the independent mode, then
. the system enters the synchronization mode. The blocking
ZZ: i(]k {ﬁ] < g 5) jobinheritstheblocking slowdown factand thepriority of
— Ty & the maximum priority blocked task. All tasks with a higher

priority than taskr, execute in the synchronization mode,
at a slowdown ofp?. The dual mode algorithm is given
in Figure 2. When the system enters the synchronization
Let B; be the maximum blocking encounteredénch task  mode, the priority of the blocking jo®(J) is marked as

7;, under a given resouraecess protocol and lgf bethe  shown in line(5) of the algorithm. In line$ and7, the
slowdown factors in the presence of blocking. blocked job inherits the priority and the slowdown factor

Theorem 2 : A task set of: periodic tasks, sorted in non-  Of the highest priority blocked tasksetSpeed)) sets the
increasing order of their priority, is feasible at a slowdown CPU speed to the specified slowdown facjoiThe system
factor of »¥ for each taskr;, if there exists at least one changes back to independent mode, when it executes a task
scheduling poins;; for each task; which satisfies: with lower or equal priority than the marked priority. Thus,
the non-blocking section of task executes in the indepen-
dent mode. This is an improvement over previous work [23]
where the mode is not changed until the completion,of
Since the slowdown in independent mogleis smaller
than or equal to the slowdown in synchronization mgge
this leads to energy savings. We say a job executed in syn-
chronization mode if it begins execution in the synchroniza-
The details of the proof are present in [9]. tion mode. Such a job executes to completion in the syn-

3.1.2 Synchronization Mode (Sync)

1 1, Sy
—Bi+ > —Ci[72] < Sy (6)
m; ,; N 7=
and the critical section of every blocking task, inherits a
slowdown ofnaz’_,, 77, wherer,, is the blocked job with
the highest priority level.



On arrival of a new job J; :

1) if ( J; is Blocked )

(2) Let J, be the job blocking Ji;
3) if (mode = Indep)

(4) mode  Sync;

() endif

(5) MarkedPrio + min(MarkedPrio, P(Jy));
(6) Jy inherits priority;

@) J» inherits slowdown;

(8) endif

On execution of each jobJ; :
if (mode = Sync and P(J
mode + Indep;
MarkedPrio + +oo;
endif

(1)
(2)
(3)
(4)

i) < MarkedPrio)

(5) if (mode = Indep) setSpeed ( n!);
(6) else setSpeed ( 7?);
(7) endif

On completion of blocking critical section of J; :
(1) Update speed of Ji;
(2) Update priority of Ji;

Figure 2. Dual Mode (DM) Algorithm

in[¢', 4], it must be holding some resource allocation at time
t' that is blocking a job ind. The stack resource protocol
ensures that at most one job notdrexecutes in the interval

[t',t]. Let this lower priority job that execute i, ¢] be
denoted byJ,. We consider both cases, with and without
the blocking job/s.

Case I: Only jobs in.4 are executed during’, t]. Con-
sider the sub-intervai’, ¢’ + S];] wheres]/,; is the schedul-
ing point in Equation 8. The number of executions of each

I
taskr, € A inan interval of lengtt;; is bounded b)?ST—’Z].
Since the slowdown factors satisfy Equation 10, the slow-
down of each task is at leagf during the entire interval.
Since a task misses its deadline at timhe execution time
for the jobs in4 exceeds the interval Iengﬂ’;(j. Therefore,

i I

IR

k=1 T

1Cr > SE;

which contradicts with Equation 8.

Case II: Let J, be the job blocking a job id. J, is
holding a resource allocation at timeand the processor
demand is larger than that in the first case due to the exe-
cution of the blocking job/,. The total length of the time
thatJ, executes irit’, t] is bounded by its outermost critical
section. In particular, the maximum execution time/pin

chronization mode. Otherwise, we say that the job executed[t', ¢] at full speed is bounded b¥; [5]. By the inheritance
in independent mode. Note that some critical sections of property, the blocking critical section inherits the maximum

this job can execute in the synchronization mode.

Theorem 3 : A task set of periodic tasks, sorted in non-

increasing order of their priority, can be feasibility sched-
uled with the Dual Mode algorithm with slowdown factors
of»/ andn; for each task; if there exists scheduling points
S; € Si and S € S; for each task; such that:

i=1,..,n Z C’k <SI (8)
Vi 1 ] S5
i=1,..,n —=Bi+Y> —Ci[=2]1<5% (9)
R =T
Vil > (10)

Proof. We prove the above by contradiction. Suppose

the claim is false and let be the earliest time that a task
misses its deadline. Let this task heandt’ be the arrival
time of the task instance. Let C {r,...;} be the set of
jobs that execute ifi’, t] with priority greater than or equal
to that of ;. Sincer; is pending at all times during the

blocking slowdown factoover the jobs blocked in the sys-
tem. The slowdown for the blocking critical section.bfis
at least)? and the blocking time is bounded b%@B Only
the outermost critical section of, and the tasks il exe-
cute in the intervali’, ¢]. All tasks in the interval execute
in the synchronization mode at a slowdowngf for task
7 € A. Consider the subintervl ¢’ + Sfj]. The number

of jobs of each task itd in this interval is bound by551

Sincer; does not complete bS}'S the total workload of the
jobs inA andJ, exceeds the mtervélfj. Thus

1)Cy > 55

B + Z
P 77k
which contradicts with Equation 9.

3.3 Dynamic Slowdown

The static slowdown factors are computed assuming the
worst case execution times for the tasks. Usually, tasks
complete their execution earlier than their worst case exe-

interval[¢', t], the system in never idle in the interval. By cution time resulting in slack at run-time. This slack can
the RM priority assignment, the only jobs that are allowed be used to further reduce the processor speed to result in
tostartin [t',t] are in.A. If a job not present id executes  further energy gains. In this section, we present a dynamic



the job can utilize. Given the run time and workload ot
time units at maximum speed, a dynamic slowdown factor
of e/ R can be used to utilize the entire run time.

We use the same notation and definitions used in [23].

On arrival of a new job J; :
Perform the following in addition
to the DM algorithm

D R0« 5 , |

On execution of each jobJ; e J; : the current job on task;.
(1) if (mode = Sync and P(J;) < MarkedPrio) e RJ(t) : the available run time of jold; at timet.
g; Z}ifk;é;liei’ Foo: e RI(t) : the free run time that can be utilized by.
() endif e EI(t) : the residual execution time of jab.

4) if ( J; is executed the first time

CS () - i i i
and mode = Sync ) e IIZ7(t) : the residual execution time of the current

(5)  Add to FRT-ist  (RP, MarkedPrio); critical section o/;.
(6) Ri(t) + & e RES(t) : the alloted run time for the residual critical
() endif section(E* (t)) at the inherited slowdown factor.

e RP =% _ & :the difference in run time in indepen-

(7) if ( Jobs blocked on Ji )
8)  setSpeed (e )

RES(t)+RF(t) ; dent mode and synchronization mode
() else EI(t) ) The DMDR algorithm is given in Figure 3. There are
©) setSpeed (W)' two types of dynamic reclamations similar to the DSDR al-
() endif gorithm. (1) If a job executing for the first time begins in
On completion of J; : the synchronization mode, the difference in the run times
(1)Add to FRT-list( Ri(t), P(Jb)); between the two mod&? is added to th&RT-listwith the

priority of M arkedPrio. (2) When a job completes ear-
lier than its available run time, its free run time is added to
theFRT-listwith the same priority as the job priority. Since
a higher priority job is blocked at its arrival, the notion of
priority inheritance is implicitly followed by the tasks. We

slack reclamation scheme that works with task synchroniza-n€ed priority inheritance for dynamic slack reclamation. A
tion. The algorithm is an extension to the Dual Mode algo- Plocking task can only use the free run-time having a prior-
rithm and is termed as the Dual Mode Dynamic Reclama- ity N0 smaller than thg mhe'rl'ted prlorlty. We use this slack
tion (DMDR) algorithm. It also leads to an enhancement of to sIowpIown the blocking critical section of the task and not
the DSDR algorithm [23], by applying dynamic slowdown the entire task. _ _

to both non-blocking as well as blocking sections of a task.  1he below rules are used in DMDR algorithm:

We definerun timeof a job as the time budget assigned ¢ As job J; executes, it consumes run time at the same
to the job. Ife is the execution time of the job and the com- speed as the wall clock. B (¢) > 0, the run time is
puted static slowdown ig, the run time ok /7 is assigned used from the head of the FRT-list, elBg(¢) is used.
to the job. Each run time also hagpgaority associated with
it. The priority is used for reclaiming the unused run time
of other jobs. The priority of theun timeremains the same
till the time budget is depleted. The rules may only be applied where tasks are

When a job arrives in the system, each job is assigned ablocked/unblocked and on a context switch.
run time based on its static slowdown factor. The assigned We have enhanced the DSDR algorithm with the follow-
run time for each job has a priority equal to the job priority. ing changes. (1) On completion of the critical section in the
When a job completes earlier than the worst case executiorSyncmode, if there are no blocked tasks in the system and
time, the unused run time is free to be used by other jobs.there is free slack with priority greater or equal to the cur-
Unused run time of jobs is maintained in a list called the rent inherited priority of the blocked task, the system can
Free Run Time list (FRT-lisfR3]. When a job completes switch back to independent mode. (2) The blocking CS
earlier than its WCET, the unused budget is added to the list.can use all the available free slack. However, we distribute
To ensure that the task meets its deadline, a task can use ththe slack proportionately between the current critical sec-
free run time with a priority no smaller than its priority (free tion and the highest priority blocked job (i.e. we only use
run time of a completed higher priority jobs). The dynamic a portion of the free slack). This leaves some free run time
slowdown factor is determined by the the total runtime that for the blocked job for dynamic slowdown.

Figure 3. Dual Mode Dynamic Reclamation (DMDR) Al-
gorithm

e When the system is idle, it uses the run time from the
FRT-list if the list is non empty.



Theorem 4 : Given a periodic task set is scheduled by the thend! = 1 — §7 is the fraction of the task instances exe-
DSDR algorithm, all tasks complete their execution before cuted in independent mode. The total energy consumption
their deadline. of the systen¥, a function of the voltage vectat € R*",

is given by Equation 13. Thus, we have the following opti-
We prove the above by contradiction. The details of the mjzation problem:

proof are given in [9]. minimize :
. g Ci C;
4 Computing Slowdown Factors E(v) = Z5f~fi(‘/f)~an +> 5f~fi(Vz'S)'nsT. (13)
i=1 it =1 @

Computation of slowdown factors when tasks have iden-
tical power characteristics is considered in [7] and [23].
Computing slowdown factors based on the task power char- i i o
acteristics minimizes the total system energy consumption. i=1,...n Z i(;k[ﬁ] < S5 (14)
In this section, we formulate the problem of computing the Pl un T =Y
task slowdown factors as an optimization problem.

under the constraints :

7

vi 1 L LSE
4.1 Power Delay Characteristics i pefl
The number of cycles;; that a task; needs to complete Vi fmin < < <1 (16)

i§ a constant during voltage scaling. The processor Cydewheren is a function ofV given by = 1/CT. Equation
time, the task delay and the dynamic power consumption of 14 ensures the feasibility when the tasks are independent.
a task vary with the supply voltade, . The power delay  The scheduling poins?; is the scheduling point with the
characteristics of the CMOS technology [21] are as given minimum average workload in the interval 5;,] over all

below. , scheduling points. Similarly, the scheduling pafi} is the
Paynamic = CegsVpp [ (11)  interval with the minimum workload considering the block-
Cele Ti o7 1 Y Voo 12) ing time. Since we are computing the scheduling point in
ele Time o=k — ; T oS or : i
Yy (CT) 7 (Vop — Vrm)® this manner, we havgj; = S7; = S7; as seen in the prob

. . . lem formulation. Equation 15 enforces the feasibility of the
wherek’ is a device related parametéfy; is the thresh-  ta5) set in the presence of task synchronization. Equation
old voltage,C’, is the effective switching capacitance per 16 constraints the slowdown in the synchronization mode to
cycle anda ranges fron® to 1.2 depending on the device  pe greater than or equal to the slowdown in the independent
technology. The slowdown factor is the inverse of the cycle node. The normalized slowdown factors are between the

time andy = 1/CT. normalized minimum frequenay,,;,, and1. The cycle time
o at voltageV; is given in Equation 12. The constraint given
4.2 Convex Minimization Problem by Equations 14, 15, and 16 are convex [9]. The optimiza-

We formulate the energy minimization problem as an op- tion function depends on the power characterisfidd’)
timization problem. The voltage and slowdown factors are of the task. For all power characteristics, such t%%%
normalized to the maximum values. We compute normal- (note thaty is a function ofl’) is convex, the optimization
ized voltage levels for the tasks such that the conditions infunction is convex. Thus we have a convex minimization
Theorem 3 are satisfied. Lét € R?" be a vector rep-  problem.
resenting the normalized voltagé®¥’ and V,! of task ;. The number of tasks executed in each mode depends on
V:* represents the task voltage in the synchronization modethe task slowdown factors. We do not know the initial value
and V! represents the task voltage in independent mode.of 67 to be used in the optimization function. Initially, we
The optimization problem is to compute the optimal vector assumé; = 0.05 and compute slowdown factors. We sim-
v* € R* such that the system is feasible and the total en- ulated the task set at the computed slowdown factors to get
ergy consumption of the system is minimized. Lfetl) §7 values from the simulation. The updat&t values did
be the normalized energy consumption of tasks a func- not change the task slowdown factors. In our experiments
tion of the normalized voltag¥ (for the case of identical we assumes? = 0.05 in the optimization function. We
power characteristicg; (V) = V?). Since some jobs ex- could use a iterative loop of computation of slowdown fac-
ecute in synchronization mode and the rest in independentors and updating th&’ values obtained from simulation.
mode, the total energy consumption depends on the frac- Given there are tasks in the system, the number of vari-
tion of the jobs of each task that execute in synchronizationables is2n and the number of constraintsds. Thus the
mode. Letd? be the fraction of the total number of task number of variables and constraints are linear in the prob-
instances of task; that execute in synchronization mode, lem size.



5 EXperI mental Setu p Normalised Energy consumption

We have written a simulator iparsec[13], a C based 0o |
discrete event simulation language, wherein we have im-
plemented the scheduling policy and the slowdown algo-
rithms. Simulation experiments were performed to evalu-
ate our proposed technique with task sets of 10-15 tasks.
We used a mixed workload with task periods belonging to
one of the three period ranges [2000,5000], [500,2000] and  °%
[90,200]. The WCET's (worst case execution times) for 08 : " = - = -
the three ranges were [10,500], [10,100] and [10,20] re- % Blocking
spectively. The tasks were uniformly distributed in these
categories with the period and WCET of a task randomly Figure 4. Average percentage energy savings of DM
selected within the corresponding ranges. The number of(DMDR) algorithm over the DS (DSDR) algorithm for iden-
semaphores (within 0 to 2) and the position of the criti- tical power characteristics.
cal sections within each task execution were selected ran-
domly. The length of the critical sections were chosen to be 51
CSpercx WCET, whereC Sperc is the size of the critical '
section as a percentage of the WCET. We \@&Sperc up In the first set of experiments, we generate tasks with
to 30% of the WCET in steps 8f%. Task sets are generated identical power characteristics and vary the blocking per-

with a utilization between0% to 75% at maximum speed. ~ centage. Figure 4 shows the percentage gains of DM algo-
rithm over the DS algorithm. The energy consumption of

%oth algorithms are normalized to the High Speed (HS)[23]
algorithm, where the tasks are always executed inHhe

speed of the dual speed algorithm. From the figure, it is
seen that the DM algorithm performs better than the DS
algorithm. Blocking is not significant up to 12% and the

Normalized Energy
IS)
®

Identical power characteristics

Due to the diverse nature of task sets, tasks can hav
varying power characteristics [3], and it is energy efficient
to compute slowdown factors based on the task characteris
tics. For experimental results we restrict power characteris-
tics to belinear, where we vary the switching capacitance
kcet{)fr;%rrézgntflzkt.asvll/?/vftﬁyaasc\ifgh?n%ﬂzgggifssggggt energy consumption is close to that of tHes algorithm.
the base case. However, the problem formulation in SectionWIth mcreasegl bIOCI.(ngM and DS perform better than

. ' - : HS. DM assigns different slowdown factors for the tasks
4 works for aI'I power charactenst.lcs such ”fW)/ 1S " to have better energy gain®.M performs up to 4% better
convex apd'dlfferennal. We consider the following d'_sm' thanDS at 30% of blocking. Since we compute continuous
butions glmllar. to' thg onfas presented by Ayeiral. [3]: slowdown factors and assign them to the closest discrete
(1) Identlcallplstrlbutlon : Where'all.tasks have the same voltage levels, there is run time slack even at worst case ex-
power coefficient. (2Bimodal Distribution : rgpresents ecution time. The figure also compares the energy gains of
th.e case Whgre there are two type's' of tasks in the SyStemthe dynamic reclamation schemes. Similar behavior is ob-
with 50% havmg a low power F:qeﬁ|C|ent df and th'e O.th' served when comparing DMDR to DSDR. Comparing DM
ers.havmg a high power poefflueiat (3) Uniform D'St”' with DMDR, one sees that the dynamic reclamation adds
bution: where the coefficients of the power function of the 0 ;
tasks are uniformly distributed betwegmndk up tq 5% of energy savings.

' It is beneficial to have different slowdown factors based

We vary k in the range]l, 4] for experimental results.  on the power characteristics of the tasks. With tasks hav-
The energy and delay characteristics are given by Equa-ing different slowdown factors, the property of frequency
tions 11 and 12. We have used an operating voltage ranggslowdown) inheritance is essential to guarantee task dead-
of 0.6V and1.8V. The threshold voltage is assumed to be lines. A task may inherit a higher slowdown factor than its
0.36V anda = 1.5. We have normalized the operating assigned slowdown factor. Executing parts of the tasks at
speed and support discrete voltage levels in steps06fin high speed consumes additional energy. This leads to an
the normalized range. We compare the energy gains of theadditional energy overhead which is we refer to asithe
Dual Mode (DM)algorithm over the Dual Speed(DS) algo- heritance overheadThe inheritance overhead is not a part
rithm [23]. The dual speed algorithm has two speed&of  of the optimization function. However, is not clear how the
and L corresponding to the synchronization and indepen- optimization function can take this overhead into account.
dent mode respectively. We show the average gains of DMIt is not clear which job instances will inherit a higher slow-
over DS, where the average is taken over 5 to 10 differentdown, what slowdown factor will be inherited and how long
task sets. they will inherit a higher slowdown.



5.2 Varying power characteristics 6 Conclusions and Future Work

In the second set of experiments, we vary the task power
characteristics and compute slowdown factors. Figure 5 In this paper, we present algorithms to compute static
shows the percentage gains of the DM algorithm over the and dynamic slowdown in the presence of task synchroniza-
DS algorithm. The execution time of all the tasks are set tion. Our framework allows tasks to have different slow-
to their WCET. It is seen that the energy gains over DS in- down factors depending on the task characteristics. Simi-
crease with the power coefficieat Computing task slow- lar to priority inheritance, we introduce the notion fod-
down factors considering the power characteristics, resultsduency inheritanceo guarantee task deadlines. We present
in more energy gains. The energy gains also increase alon(jhe dual mode algorithm under the RM scheduling policy.
with the blocking percentage. The gains steadily increaseVVe prove that it is sufficient to execute in the synchroniza-
with blocking with some drops in gains due to inheritance tion mode for a shorter interval than that presented in the
overhead. From the graph of energy gains under bimodalPrevious work [23] to further reduce the energy consump-
distribution, it is seen that the gains are appreciable evention. We formulate the computation of slowdown factors for
when the blocking is not significant (3% to 9%). For larger tasks with different power characteristics as an optimiza-
blocking percentages, the gains are as high as 13% over th&on problem. Experimental results show that the computed
DS algorithm. Figure 5 also shows the energy gains for Slowdown factors save on an average 5-10% energy over
the case of uniform distribution of the task power coeffi- the known techniques. The techniques are energy efficient
cient. Since all tasks have a random power coefficient in@nd can be easily implemented in an RTOS. This will have
the rangd1, k], there is relatively less variation in the task & greatimpact on the energy utilization of portable systems.
power characteristics compared to the bimodal distribution. ~ We plan to further exploit the static and dynamic slack in
This leads to less energy gains compared to bimodal dis-the system to make the system more energy efficient. As a
tribution. The overall gains are reduced to a maximum of future work, we plan to compute discrete slowdown factors
8% as opposed to 13% with bimodal distribution. However, for the tasks.
the DM algorithm presents significant energy gains over the
DS algorithm. Note that the energy gains are over the DSAcknowledgments
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